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Abstract:  With data holdings of at least 63 TB and 

upwards of 650 million files, Planetary Data System 

(PDS) Imaging Node (IMG) is faced with non-trivial 

challenges as it attempts to track the state of its archive 

over time. For example, asserting the metadata validity 

of every file in the archive necessitates executing a 

validation algorithm across every asset file – a process 

that would need to occur for all 650 million files. As 

such, executing an algorithm such as this takes between 

500 ms to 1000 ms per file on a single node machine, 

and thus is predicted to take more than a ten years to 

complete, in total for all of our files, if performed 

sequentially on a single machine. Clearly, this task 

should and must be run in parallel to enable reasonable 

completion times. The question is: how much 

parallelization should we leverage? Our technical 

solution to this problem is to enable potentially 

unlimited parallel execution - dependent only on the 

task specifics and budget availability. Thus we present 

Archive Inventory Management System (AIMS), which 

is a massively parallel system allowing for validation of 

metadata or any other generic algorithm to be executed 

for all files on a system. AIMS builds on top of 

Amazon Lambda1, a cloud-computing infrastructure 

enabling on-demand processing of files using a server-

less architecture, that allows the launch of as many 

parallel execution jobs as one’s pricing considerations 

dictate. Theoretically, AIMS could enable the metadata 

validation of a significant proportion of our 650 million 

files in our archive in parallel, taking effectively a total 

execution time on the order of seconds to minutes2. 

With respect to AIMS, we will discuss technical 

considerations, architecture, and pricing models. 

Parallelization with respect to data processing will 

help achieve dramatically faster execution times for 

PDS IMG, however, this approach needs to be 

complemented with a parallelized software and 

configuration deployment strategy – whether or not we 

leverage Amazon Lambda as our sole computational 

engine. Currently PDS IMG manages at least 15 non-

cloud machines, running a variety of customer-facing 

and internal applications. Maintaining consistent 

configuration management, timely software updates, 

and addressing operating system discrepencies is a 

serious challenge. For example, one of our prime 

customer-facing applications, the PDS IMG 

Photojournal3 will require a software reployment 

workflow consisting of at least six software components 

and six separate machine reconfigurations. This all 

needs to be orchestrated with as little down-time as 

possible upon each software update, given the constant 

web-traffic Photojournal receives. In other words, we 

require parallel orchestration to reduce downtime. 

Thus, we present PDS IMG Ansible – built upon and 

leveraging a parallelized IT-automation framework 

called Red Hat Ansible4. This next-generation 

automation framework allows PDS IMG to quickly 

redeploy software, data, media, configuration and 

documentation assets to any of our 15 machines (or 

cloud instances) in parallel – to reduce downtime and 

enable centralized control of all our hardware resources. 

Most importantly, it enables the concept of deployment 

“playbooks”, which centralize and abstract the 

deployment tasks which need to be executed from the 

machines onto which they need to run. We will discuss 

PDS IMG Ansible’s parallelization architecture from 

the standpoint of managing configuration, software, and 

data deployments, as well as evaluating its key 

advantages and costs.    
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