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Introduction:  Manganese has been shown to be a po-
tential biosignature [1], and its presence on Mars is an im-
portant clue regarding past habitability and the possibility 
of ancient life [2]. On Earth, MnO is not seen in the geo-
logic record until after the Great Oxidation Event [3]. Its 
presence on Mars indicates that at some point, the surface 
hosted much more highly oxidizing conditions than previ-
ously recognized [2]. 

The NASA Curiosity rover is traversing Gale crater, a 
lacustrine region rich with diagenetic features, chosen as 
the rover’s landing site due to its potential as an ancient 
habitable environment [4]. During the first ~760 sols of the 
traverse, Curiosity was in the Bradbury formation, an an-
cient fluvio-lacustrine system [4, 5].  

Over the last eight years, Curiosity has observed a va-
riety of rock types (e.g., mudstone, sandstone, conglomer-
ates), and various classification methods have been devel-
oped to sort these rock types into different process-oriented 
facies [6-8]. The motivation of this work is to develop a 
classification method using specified visual characteristics. 
The first application of this method could be to identify ge-
ochemical trends with Mn [9]. Because many targets span 
a diverse range of rock types in the Bradbury, and accurate 
classification is difficult with only images and chemical 
composition, process-based classification systems could 
introduce bias. Thus, we came to the following question: 
How can we classify a broad selection of rock types with-
out introducing assumptions about the processes that 
brought the rocks to their current state?  In response to this 
question, we developed a classification system based only 
on simple visual characteristics. 

Methods:  Curiosity’s ChemCam is a laser-induced 
breakdown spectroscopy (LIBS) instrument that provides 
chemical composition data of each observation point 
within a target [10, 11]. Recent improvement to the Mn 
calibration model used to analyze ChemCam spectra and 
predict MnO [12] warranted a re-analysis of the early-mis-
sion targets with elevated MnO. We limited our investiga-
tion to ChemCam targets with ≥0.2 wt.% MnO and to 
within the first 600 sols of Curiosity’s traverse. This pro-
vided a robust but manageable starting point within the 
Bradbury formation. With data from the new Mn calibra-
tion model, we queried for targets that have at least one 
observation point exhibiting ≥ 0.2 MnO wt.%. This value 
represents the mean MnO wt.% observed in the Bradbury. 
We chose to set our query at the mean so as to capture var-
iation from the bulk of the measurements to the highest 
abundance targets (~22 MnO wt.%). This query resulted in 
201 elevated-MnO targets from the first 600 sols of the 
traverse, or 48% of the targets in that sol range, excluding 
soil samples. 

For each of these 201 targets, we examined its remote 
micro images (RMIs), which are collected with each 
ChemCam LIBS measurement, along with the Mastcam 
image when available, for 17 visual characteristics, or at-
tributes. The majority of these attributes fall into four cat-
egories: texture; tonality; grain description; and diagenesis. 
E.g., the attributes in the textural category include: 
“rough”, “dimpled”, “mottled”, “sandpapered”, “smooth”, 

and “glassy.” We used a database to document each tar-
get’s attributes. Target names populated the first column of 
the database, and the potential attributes comprised the 
headers of the next 17 columns. If an attribute was present 
in a target’s RMIs, we documented it with a “1” in the ap-
propriate location, and a “0” otherwise. 

This process resulted in a 17-digit binary number for 
each target, encoding its visual characteristics, somewhat 
like a binary “fingerprint.” We aimed to group targets that 
were visually similar, so we represented targets as nodes in 
a graph and drew edges between two nodes if their binary 
fingerprints were sufficiently similar (Fig. 1: a spatial rep-
resentation of target associations with arbitrary axes). To 
visualize similar groups of targets within the graph repre-
sentation, we used a force-directed graph algorithm from 
the Python module “NetworkX.” This algorithm models 
nodes as negative charges and edges between nodes as 
springs [13]. Groups of nodes connected by edges are con-
densed (from the pull of the springs), and disjoint groups 
of targets disperse (from the negative-charge repulsion). 
“Oddball” targets, or targets whose binary strings are not 
similar to any others, are naturally forced to the periphery 
of the graph, having no edges to pull them in. We validated 
this clustering algorithm using an empirical method for 
finding the optimal number of clusters: sqrt(n/2) [14].  

Fig. 1: Force-directed graph of target morphologies for elevated-Mn 
ChemCam targets as nodes (small blue circles); similarity between 
two targets’ attribute-determined binary fingerprints as edges (lines 
between circles). No axes present; this is merely a visualization of 
associations. A: strongly connected components; B: weakly con-
nected components; C: “oddballs.”  
 

Results:  We analyzed different parameters of the al-
gorithm (e.g., the degree of similarity between two binary 
fingerprints). We first set the threshold for similarity as 
“identical;” i.e., two targets are connected if and only if 
their binary fingerprints are identical. This resulted in too 
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many isolated targets, so we lowered the threshold of sim-
ilarity to include targets whose binary fingerprints differ by 
only one bit. We had n=201 elevated-MnO targets, sug-
gesting that 10 to 11 groups is ideal for our number of tar-
gets [14]. The graph produced 10 disjoint connected com-
ponents of size > 1, consistent with expected results [14]. 

We then examined the “oddball” targets (targets that 
did not group together) and manually grouped subsets 
thereof if a significant number (>4) of oddballs seemed 
similar to one another. We further segregated targets with 
concretions and targets interpreted by [6] as conglomer-
ates. This brought the number of disjoint groups up to 16. 

We labeled the 10 original connected components of 
the graph as numerical facies, from “Facies 0” through 
“Facies 9.” By manually segregating concretions, con-
glomerates, and several groups of “oddballs,” we added 
“Facies 10” through “Facies 15,” accounting for our 16 to-
tal facies (0-indexed). Fig. 2 shows three targets from Fa-
cies 3 with characteristic attributes “mottled”, “dark-
toned”, and “fine-grained.” Fig. 3 shows three targets from 
Facies 4, the “pebbly” and “light-toned” group. 

Discussion:  Within each of the 16 facies, the rock 
types shown in the RMIs appear to be very similar. This 
supports the efficacy of simple attribute recognition and 
documentation for clustering targets by visual characteris-
tics. Note that neither extensive training nor significant ex-
perience is required to perform the analysis and documen-
tation of ChemCam RMI attributes described above. Alt-
hough terms like “mottled” and “dimpled” are somewhat 
subjective, with representative images for each textural at-
tribute and a standard reference for grain descriptions, even 
users entirely unfamiliar with geology could help perform 
the work required to analyze large sets of RMIs. 

To ensure the visual coherence of each facies generated 
by the graph, we examined each target’s RMIs within the 
context of that target’s facies. In several facies, one target 
stood out from the rest, and we either changed its status to 
“oddball” or moved it to a more appropriate facies. How-
ever, the majority (~85%) of automatically sorted targets 
remained in their original classification, including those 
pictured in Figs. 2 & 3. With refinement, we hope that this 
method will require even fewer manual adjustments to tar-
get groupings and that the final number of facies will more 
closely match expected [by, e.g., 14] results.  

Conclusions: Attribute recognition with RMIs is an 
effective method for clustering visually similar ChemCam 
targets. By using the characteristic attributes from each 
cluster to describe facies, this method provides a 
classification free from process-oriented bias. The 
application of this work to identify trends in MnO 
composition [9] represents a successful use of this method. 

 

 

Future Work:  To refine this process, we plan to ad-
dress the issue of non-transitivity in target similarity. Con-
sider the simplified scenario wherein targets’ binary strings 
have only two digits: Target A: “00”; Target B: “01”; Tar-
get C: “11”. Because the binary strings of A and B differ 
in only one bit, these nodes are connected. However, the 
same is true for B and C. Thus A, B, and C are grouped 
together, despite A and C not being similar. Hence the non-
transitivity: “A similar to B” and “B similar to C” does not 
imply A similar to C.  

With our system of 17-digit binary strings, non-transi-
tivity would have to be extended much further to bring to-
gether targets as different as A and B. Nonetheless, the 
presence of non-transitivity in this similarity relation im-
plies that two targets can be in the same group even if their 
binary fingerprints are not “similar”—i.e., even if these 
two targets are not adjacent in the graph. We plan to ex-
plore how the connectivity of an individual connected 
component relates to the visual coherence of the RMIs in 
that facies. Presumably, a strongly connected component 
(e.g., Fig. 1A wherein each node is connected to many 
other nodes) would become a more visually coherent facies 
than a weakly connected component would (e.g., Fig. 1B 
wherein each node only has a few edges). 

Lastly, it is worth noting that the relative simplicity of 
determining the texture and tonality of an RMI may indi-
cate that the attribute-recognition aspect of this process 
could be readily supplemented with machine learning. If 
so, the continuation of this work as currently performed 
would help in providing the annotated foundation for train-
ing such a model. 

Acknowledgments: NASA Mars Exploration program 
and CNES, France. 

References: [1] Lanza et al. (2017) 48th LPSC Ab-
stract#2913, [2] Lanza et al. (2016) GRL, 43(14):7398–7407, 
[3] Maynard (2010) Eco. Geo., 105(3):535–552, [4] 
Grotzinger et al. (2014) Science, 343(6169), [5] Grotzinger 
et al. (2015) Science, 350(6257), [6] Mangold et al. (2016) 
JGR, 121(3):353-387, [7] Cousin et al. (2017) Icarus, 
288:265-283, [8] Sun et al. (2018) Icarus, 321:866-890, [9] 
Comellas (2021) this conference, [10] Wiens et al. (2012) 
SSR, 170:167–227, [11] Maurice et al. (2012) SSR, 170:95-
166, [12] Gasda (2021) this conference, [13] Hagberg, 
Schult, Swart (2008) SciPy(12), [14] Han, Kamber, Pei 
(2012) 3rd ed, 485-486.  
  
 
 
 
 
 

 

2180.pdf52nd Lunar and Planetary Science Conference 2021 (LPI Contrib. No. 2548)


