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Introduction:  Geographic Information Systems 

(GIS) are commonly used for the investigation of terres-

trial georeferenced data and increasingly, for the study 

of planetary data sets. Beyond simple visual cartog-

raphy, GIS systems often include powerful analytical 

tools for processing, transforming, and correlating dis-

parate types of geographic data. Point-based topo-

graphic ranging instruments, such as orbital laser altim-

eters, can generate large volumes of data with spatial 

resolutions that may vary dramatically even in the same 

orbital pass. Importing these data en masse for analysis 

in a GIS framework can be cumbersome if not com-

pletely impractical for users with limited computational 

resources. Abstraction of the archived data into a geo-

spatial relational database preserves fidelity of mission 

data while allowing efficient use of a desktop-based GIS 

interface. Moreover, it allows for straightforward inves-

tigation of relationships between globally-distributed 

regions of interest and one or more planetary explora-

tion datasets. 

Point Cloud Data:  Unlike an imaging frame which 

consists of many data points that are collected in a single 

observation and share many similar attributes (space-

craft position and orientation, instrument performance, 

lighting conditions, etc.), point-based observing instru-

ments generate a unique “event” for each sample loca-

tion. This effectively results in an additional dimension 

to these data sets (similar to duplicating frame attributes 

for each pixel of imaging data and then storing the pix-

els individually.) Conversion of these data to a format 

common to usage in GIS software, the ESRI shapefile, 

can increase file storage requirements by a factor of 

four. Thus, researchers may be tempted to remove the 

“secondary” attributes (instrument performance, signal 

strength, incidence angle, etc.) to use only the funda-

mental quantities (e.g., geographic and radial positions, 

in the case of altimeters), or to use resampled and grid-

ded data that can be loaded as a single file. Researchers 

preferring to use the native archived data from NASA’s 

Planetary Data System (PDS) must employ custom 

scripts or programs to parse hundreds or thousands of 

individual files that must first be downloaded to a local 

filesystem. 

Ideally, we would like to directly query the PDS, in 

real time, for only the data that have relevance to a user-

specified region of interest, and even perform opera-

tions on those data before they are returned to the local 

desktop. Currently however, network latency and band-

width limitations prohibit such real-time operations, and 

the PDS nodes only support basic queries that return 

complete records that represent individual orbital tracks 

(MESSENGER’s MLA RDRs) or segments of a pre-

scribed arc-length (MRO’s MOLA PEDRs). 

Geospatial Relational Database:  Geographic rela-

tional databases, such as PostgreSQL[1] with PostGIS 

extensions[2], maintain the native attributes of spatial 

objects while simultaneously associating local features 

with each other. That is, individual features from sepa-

rate PDS files can be extracted and then re-associated in 

their appropriate geographic context. To the end-user, 

this effectively transforms access to the data from a 

stream, to random-access… the difference between 

scrolling through a magnetic audio cassette tape and 

skipping to a specific point in a digital audio file. In 

practical terms, comparison of the two methods (identi-

cal operations on flat file “databases” versus relational 

database systems) indicates that while flat-file opera-

tions are faster for a small number of files, the compu-

tational time grows non-linearly with increasing number 

of files and file sizes. For relational databases, this com-

putational time remains linearly related[3]. 

Terrestrial LiDAR Processing: The rapid increase 

in terrestrial LiDAR (Light Detection and Ranging) us-

age has spurred development of tools to address issues 

common to planetary point cloud data: storage, access, 

analysis, and visualization. The Point Data Abstraction 

Library (PDAL)[4] is complementary to the well-

known Geospatial Data Abstraction Library (GDAL) in 

that it acts to import, operate upon, and export point-

based (rather than raster or vector) data. Storage and re-

trieval of point “clouds” even within the context of a re-

lational database can quickly exceed file I/O limits, so 

use of the pointcloud extension[5] allows for collection 

of local points into “patches” in a process that is trans-

parent to the end user (Figure 1). 

Process: In order to effectively query the data, the 

relevant PDS archive must be imported to a local data-

base (PostgreSQL/PostGIS, in this case). Using the text 

import tool of the PDAL library, along with a configu-

ration file that defines the headers present in relevant 

MOLA, MLA, or LOLA .tab altimetry profiles, individ-

ual PDS records can be read directly into a Post-

greSQL/PostGIS database. Once a GIS software pack-

age is configured with this database as a geospatial data 

source, the relevant point data will be streamed directly 

to the desktop user. A flowchart of this process is given 

in Figure 2. Furthermore, spatial queries are executed 

within the database and the result delivered to the desk-

top, without the need for simultaneously loading entire 

data sets into GIS layers. An example of the utility of 
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this process is finding all altimetry data points in a buff-

ered region around specific geologic features (i.e. faults, 

craters, volcanic flows, hydrologic channels, dunes, 

etc.) and then performing classification exercises upon 

those subsets (Figure 3). 

Summary: The Mars Orbiter Laser Altimeter 

(MOLA) text-file Reduced Data Records (RDR) 

amount to approximately 20 GB. For the Mercury Laser 

Altimeter (MLA) it is about 30 GB and for the Lunar 

Orbiter Laser Altimeter (LOLA), these files sum to 1.5 

TB. Importing of these data as a single layer shapefiles 

for use in a GIS framework is simply not practical. On 

the other hand, the PDS is configured as an archive ra-

ther than an analytical tool for data inspection and does 

not have the capability to serve data on-demand. Portals 

for preliminary inspection of planetary datasets (i.e. Lu-

naserv[6] and JMars[7]) provide important user-

friendly access to layer-based contextual information, 

but do not provide mechanisms for complex operations 

and queries upon “raw” point-type data. Since terrestrial 

use of LiDAR now yields volumes of data equivalent to 

those produced during planetary missions, solutions de-

veloped to deal with these data are now able to be di-

rectly applied to topographic point clouds obtained by 

orbital assets. 
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Figure 1. Conversion of PostGIS pcPoint type to pcPatch. Source: 

Ramsey (2013) 

Figure 2. Flowchart of PDS data processing in GIS/GRDBMS 

framework. 

Figure 3. Buffered altimetry points near geologic features of inter-

est. Source: Ramsey (2013) 
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