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ABSTRACT

For human-robot teams to effectively collaborate when

communication is infrequent or intermittent, robots must

reliably and independently perform tasks. Work in

grounded language communication has enabled robots to

interpret and execute instructions provided natural lan-

guage, leading to more efficient interactions with human

collaborators. To improve the reliability of the task exe-

cution, some modern approaches leverage Linear Tempo-

ral Logic in conjunction with language grounding models

to synthesize correct-by-construction reactive controllers.

Synthesis failure may indicate either genuine infeasibil-

ity of the task or gaps in the task relevant world knowl-

edge; in the latter case, resolution can come via the human

sharing their world knowledge. We demonstrate the abil-

ity to inject declarative knowledge into a system that uses

grounded language to generate specifications for reactive

controllers via experiments conducted with the Astrobee

platform a simulated space station.

1 INTRODUCTION

Human-robot teamswill certainly play a crucial role as hu-

mans venture further out into the depths of space. With the

planned return of humans to theMoon, human exploration

of Mars, and advancements in commercial space, com-

panion robots will be necessary to aid in important tasks

[29]. Effective management of astronaut time onboard the

International Space Station (ISS) is of great importance.

Free-flying robots deployed in this environments, such as

the one shown in Fig. 1, the Astrobee [30], can improve

mission efficiency by offloading mundane activities or as-

sisting with experiments. Astrobee is designed to be an

open experimentation platform aboard the ISS to develop

robotic behaviors that facilitate more efficient astronaut

time allocation. To be a successful robot teammate, a plat-

form such as Astrobee should both execute tasks in a safe

and reliable way and clear up any misconceptions about a

command before acting on said command.

Robotic controllers synthesized from specifications dic-

tated by formal methods is one approach that may further

improve a robot’s ability to operate without human super-

vision or interventions. Formal methods are various math-

ematical languages, techniques, and tools that can specify

and verify the design specifications of a controller, leading

to adoption in a wide array of engineering applications [7].

A subset of such methods leverages the verifiable nature

of Linear Temporal Logic (LTL) [25, 18] as a specifica-

tion language to generate such controllers to safely and

reliably accomplish a task. A specification of LTL formu-

lae consisting of atomic propositions that describe the be-

havior of a robot in an environment can by used to synthe-

size a verifiably correct reactive robot controller. Given an

LTL specification, automatic synthesis tools can produce

a verifiably correct reactive robot controller; for exam-

ple, consider the Small But Complete Grone Synthesizer

slugs [9]. The computational burden of the synthesis al-

gorithm for the full LTL specification was thought to be

intractable, however, by only using a fragment of LTL, the

general reactivity(1) synthesis (GR(1)) [3], with a singly-

exponential time complexity, has since shown otherwise.

The verifiable nature of LTL guarantees that if synthe-

sis succeeds, that the command will execute without fail-

ure within the given assumptions, given the concession

of an infinite time horizon. Synthesis failure signals ei-

ther genuine infeasibility of the task or gaps in relevant

world knowledge; in the latter case, resolution can come

via queries to the human.

Figure 1: A simulated Astrobee onboard the ISS.

In general, natural language interfaces to robotic sys-

tems should be able to understand instructions [17, 20,

31, 6, 2, 23, 22], declarations [19, 32, 24, 33, 1], and

other types of utterances, all within the context of the en-

vironment. For producing specifications from language,

such systems must address the problem of mapping from

a given utterance to some representation interpretable by

the system, such as a structured English that functions

as an intermediary from language to LTL [12]. Recent
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applications have shown how such language models can

handle non-Markovian task specifications in navigation

tasks [11], or tabletop manipulation tasks with environ-

mental constraints [4]. One benefit of verification is that

the underlying cause of synthesis failure can often be au-

tomatically determined; early work detected command er-

rors [28], and more recent applications initiated interac-

tive repair dialogue to incorporate necessary and missing

environmental assumptions [5]. Our contribution, simi-

larly to [4], leverages Distributed Correspondence Graphs

(DCGs) [23], a modern probabilistic graphical model ap-

proach, to understand both instructions and declarative

knowledge utterances.

Using a free-flying simulated robot, this paper demon-

strates an architecture that leverages natural language and

verifiable controllers to enable a human operator to safely

and efficiently interact with the robot in a space station

setting. We expand upon the work of [4] by incorporat-

ing both a language model that can understand declarative

knowledge utterances (e.g. how rooms may be connected)

and a system to leverage such knowledge updates during

novel synthesis. For synthesis, the environment is repre-

sented as a collection of interconnected regions and mod-

ified from declarative knowledge.

2 RELATEDWORK

One class of approaches, traditionally referred to as se-

mantic parsers, address the problem of understanding nat-

ural language by mapping from an utterance to an expres-

sive, formal representation that may facilitate reasoning

and validation. Semantic parsers have a broader history of

development than use in robotic systems, such as for au-

tomatically inducing database queries from sentences [34]

or for question-answering [15]. Focusing on robotics ap-

plications, other approaches developed semantic parsers to

handle route instruction followings [6, 2], and [20] directly

used tools developed by the semantic parsing community

[35]. Much of this work uses λ-calculus, or other first-
order logic, as the formal representation to capture action

specifications, but this may lack expressiveness of robot-

relevant temporal notions; our work uses LTL as a formal

representation to include time-dependent truths while also

exploiting existing automatic synthesis algorithms to gen-

erate associated controllers. A body of work exists that

advances on bridging natural language grounding and ver-

ifiable controller synthesis which will be discussed later in

this section.

An early example of using LTLin the context of robotics

generated hybrid reactive controllers for mission and mo-

tion planning [13], although lacked the ability to describe

the specification in natural language. The reactive syn-

thesis of LTL presents two problems, 1) synthesizing the

specification for full LTL is computationally untractable

[26] and 2) writing the controller specification is often

cumbersome even to an expert user. Progress was made

in the quest for a practical synthesis algorithm with [3]

and the proposition of the GR(1) fragment of LTL, which

makes synthesis singly-exponential in time complexity.

Taking advantage of this fact, in addition to the GR(1)

fragment’s amenability to symbolic computation using bi-

nary decision diagrams (BDDs), [9] developed a relatively

efficient and customizable synthesis toolkit slugs. slugs
is a two player game based solver, in which the environ-

ment and robot player take turns trying to satisfy their re-

spective liveness properties infinitely often. Its efficiency

from symbolically storing the game structure as BDDs and

to solve a µ-calculus fixpoint equation further explained

in [9] . Some other synthesis methods are automata based,

MarkovDecision Process (MDP) based (used in [21]), and

optimization-based. While we will not cover the specifics

here, greater detail can be found in [14].

Addressing the second problem related to synthesis of

full LTL, it is clear how natural language can be a sought

after medium to describe the design specifications of a

reactive controller. To expedite the process of generat-

ing LTL specifications, early work focused on mapping

language to LTL by translating a subset of language re-

ferred to as structured English to LTL formulae related

to robot motion and planning [12]. This work was then

incorporated into an interactive toolkit Linear Temporal

Logic MissiOn Planning (LTLMoP) capable of generating

high-level reactive robot controllers from specifications in

structured English and LTL [10]. An approach that did not

require an intermediate such as structured English uses a

semantic parser to map the semantic structure of a natu-

ral language input to LTL formulae [16]. An additional

approach uses modern probabilistic graphical models [23]

for handling instructions expressed in table-top manipu-

lation scenarios to generate LTL formulae that accounts

for the world model to write a LTLMoP specification [4].

Recent methods use sequence-to-sequence neural model

to translate non-Markovian tasks described in language to

Geometric LTL[11] and to translate language to LTLwhile

capturing abstractions from the utterances in an Abstract

Product Markov Decision Process (AP-MDP) [21].

Most similar to our work is a grounded language ap-

proach to interactive specification repair in which a robot

can query about environmental assumptions to add nec-

essary LTL propositions for successful synthesis [5]. Our

approach similarly uses language to inform the system of

necessary environmental information, but accepts declara-

tive utterances rather than yes/no query responses and up-

dates state transitions rather than anticipated sensor ob-

servations. Our system also differs from the work in

[4, 5] by using slugs as the toolkit for synthesis of the

reactive controller and exploring a domain distinct from

tabletop robotic manipulation that requires a robot to au-
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tonomously navigate through an environment.

3 TECHNICALAPPROACH

The structure of this section is as follows. We first explain

the technical details of the DCG and reactive synthesis us-

ing the GR(1) fragment of LTL; we then walk through the

system architecture Fig. 2.
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Figure 2: System architecture diagram. All elements are

implemented as ROS nodes, except the subprocesses in-

side the State Controller which is a single ROS node.

3.1 Symbol Grounding

The problem of providing robots with the capacity to un-

derstand natural language utterances that reference physi-

cal reality is often considered an instance of the symbol

grounding problem. For a robot to understand either a

command given to it (“Fly to the Columbus capsule, and

bring me a screwdriver.”) or a declaration about the world

it is in (“The screwdriver is in the toolbox in the Colum-

bus capsule.”), it must be able to make an association be-

tween the language used and its internal representation of

the environment. More formally, the problem of grounded

language understanding can be considered as the problem

of finding the most likely representation of meaning (Γ∗)

given a set of possible semantic representations (Γ), the
language utterance (Λ), and a representation of the envi-

ronment (Υ); this is formulated by Equation 1 below:

Γ∗ = argmax
Γ∈Γ

p(Γ|Λ,Υ) (1)

In general, Equation 1 is difficult to compute due to two

main considerations: (1) the choice of representation for

language, meaning, and the environment is not obvious,

and (2) language and environments can be extremely di-

verse. One class of modern approaches uses a probabilis-

tic graphical model formulation to address issues of com-

putational efficiency and to facilitate a symbolic represen-

tation. In particular, our proposed system utilizes DCGs

[23] for addressing the problem of grounded language un-

derstanding. DCGs use constituency parse trees to repre-

sent language, a space of semantic symbols to represent

meaning, and an associated symbolic world representa-

tion that is typically a processed version of a richer world

model constructed via a perception pipeline.

The DCG makes several modifications to the problem

formulation shown in Equation 1 by first treating the prob-

lem as a correspondence problem in which a correspon-

dence random variable Φ is used to represent the associ-

ation between language and meaning. This problem re-

formulation can be thought of as finding the most likely

correspondence value Φ∗ given the utterance Λ, symbolic

meaning Γ, and world Υ. Next, two conditional inde-

pendence assumptions are introduced to address issues of

computational efficiency. The representation of the pro-

vided utterance Λ is a constituency parse tree and can

therefore be considered as a set of constituent phrases

{λ1, λ2, ..., λN ∈ Λ} where N is the total number of

phrases in the utterance. It is assumed that the meaning of

the individual linguistic constituents λi are conditionally

independent of each other excepting that a parent phrase

is conditioned on the meaning of its immediate children.

The representation of meaning is a space of semantic

symbols formulated as a set {γ1, γ2, ..., γG ∈ Γ} where G
is the total number of symbols in the symbol space. This

set constitutes a space of meaning in which the input ut-

terance will be interpreted. The symbols represent con-

cepts such as objects and regions derived from the robot’s

world model, their semantic properties, their spatial rela-

tionships, and potential actions that the robot can take. We

assume that the robot’s world model Υ is populated with

the set of perceived objects O each having an associated

semantic type T e.g. “drill”, “laptop”, “camera”, “robot”,

“capsule” etc. We define the set of symbols referring to
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these perceived objects as,

ΓO = {γoi |oi ∈ O} (2)

The set of symbols that refer to the semantic type of these

objects is defined as,

ΓT = {γti |ti ∈ T } (3)

The next two types of symbols represent the spatial rela-

tionships and regions in the world as described relative to

the perceived objects. These symbols represent meaning

of the phrases such as, “front of the robot” or “back of the

Columbus capsule” etc. Let S denote the space of spatial

relationships such as “left”, “right”, “front”, “back”, “con-

nected”, “inside”, “outside” etc. making a corresponding

set of symbols,

ΓS = {γsi |si ∈ S} (4)

then the set of symbols describing the regions in the world

relative to the objects takes the form,

ΓR =
{
γoj
si |si ∈ S, oj ∈ O

}
(5)

We also define a set of symbols that describe the state of

being connected for a pair of objects. These symbols can

represent meaning of the phrases such as, “The Colum-

bus capsule is connected to the Harmony capsule” or “The

Kibo capsule is connected to the Kibo capsule” etc.

ΓC =
{
γoj ,ok |oj , ok ∈ O

}
(6)

Lastly, let A denote the space of actions such as “navi-

gate”, “pickup”, “place” etc. that the robot can perform.

Then the set of action symbols that represent the meaning

of phrases such as “pick up the ball” or “go to the Colum-

bus capsule” is defined as,

ΓA =
{
γoj
ai
|ai ∈ A, oj ∈ O

}
(7)

Finally, the symbolic space of meaning Γ to which the lin-

guistic constituents in Λ will be grounded to is defined as

the union of all of the above-mentioned symbols.

Γ =
{
ΓO ∪ ΓT ∪ ΓS ∪ ΓR ∪ ΓC ∪ ΓA} (8)

TheDCG formulation treats the association between the

ith individual phrase λi and the jth individual semantic

symbol of the ith phrase γij as conditionally independent
across phrases and symbols. To represent the dependency

on immediate child phrases, considerΦci as the set of cor-

respondence variables of the ith child phrase. The result-

ing formulation can be seen in Equation 9 below (for a

complete derivation and discussion, see [23]):

Φ∗ = argmax
φij∈Φ

N∏
i=1

G∏
j=1

p(φij |γij ,Φci , λi,Υ) (9)

In practice, the inner conditional probability is approxi-

mated by a learned function trained on a corpus of labeled

examples. This learned function is typically implemented

as a log-linear model consisting of binary features with

an associated vector of learned feature weight parameters.

The inferred symbol at the root level phrase, in this case,

will either indicate new knowledge about the world, or

correspond to an action for the robot to complete, we will

refer to these as declarative knowledge symbols and ac-

tion symbols, respectively. After the symbol is grounded,

it needs to generate the correct LTL formulae correspond-

ing to the symbol, this process is described below.

3.2 Reactive Synthesis of Verifiable Robot Reactive

Controllers

LTL is used to write the specifications used in reactive

controller synthesis for the temporal operators that can be

used to place guarantees on robot behavior within an as-

sumed environment, albeit over an infinite time horizon.

If we consider π ∈ AP of which AP as the set of atomic

propositions in which π is a Boolean variable, then the fol-

lowing grammar, originally proposed in [18], can be used

to construct the LTL formulae:

ϕ ::= π | ¬ϕ | ϕ ∨ ϕ | © ϕ | ϕUϕ (10)

where¬, ∨ are Boolean operators negation” and “disjunc-

tion” and©, U are temporal operators “next” and “until”.

From there “conjunction”: ϕ ∧ ϕ, “implication”: ϕ ⇒ φ,
and “equivalence”: ϕ ⇔ φ can be defined as well as the

additional temporal operators “eventually”: ♦ϕ = >Uϕ
and “always”: �ϕ = ¬♦¬ϕ.
The slugs toolkit [9] can synthesize reactive con-

trollers in a reasonable amount of time because it lever-

ages the GR(1) fragment of LTL [3]. To explain how the

GR(1) fragment modifies LTL, consider the set of atomic

propositions AP = X ∪ Y in a slugs specification. The

input propositions, X , are Boolean representations of the

environment as observed by the sensors onAstrobee, like-

wise, the output propositions Y are Boolean representa-

tions of the individual actions (i.e. moving) available to

the robot. In our experiments the sensors and actions are

confined to detecting if the Astrobee is in a correspond-

ing capsule onboard the simulated ISS, and moving be-

tween those capsules, respectively. The fragment consists

of LTL formulae of the form ϕ = (ϕe ⇒ ϕs), where ϕe

is an assumption about the environment in LTL, and ϕs is

the formula describing the coordination of actions of the

robot. The following define ϕe and ϕs:

ϕe = ϕe
i ∧ ϕe

t ∧ ϕe
l , ϕs = ϕs

i ∧ ϕs
t ∧ ϕs

l (11)

Thereby, the three components of the GR(1) fragment

(initial conditions, transitions, and liveness), as similarly

explained in [14], can be described as follows:
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1. The initial conditions of the propositions underX and

Y at the start of the reactive controller are set by the

Boolean formulae ϕe
i and ϕ

s
i .

2. The transitional assumptions of the environment and

guarantees of the robot are defined byϕe
t andϕ

s
t . The

operator � for always is applied to both formulae,

providing a guarantee to be True at any state of the

controller.

3. The environment and system liveness, ϕe
l and ϕs

l ,

are formulae describing the goals of each respective

player. The operator ♦ for eventually is applied to

both formulae, providing a guarantee to be satisfied

at some point in the future.

The synthesis process for GR(1) specification works

to satisfy ϕ by solving a µ-calculus fixpoint equation on

a two-player game structure where the environment and

the robot work to satisfying the respective liveness condi-

tions (goals) infinitely often, while staying within the con-

straints of the transition properties. If a specification fails

to synthesize a reactive controller, then the specification is

said to be unrealizable, which means that there is at least

one admissible environment where the robot would fail to

complete its goal [27]. It is possible that the environment

can work against a robot in the synthesized controller, al-

lowing the controller to be realizable, but the robot will

fail to accomplish the goal. To avoid this behavior a mod-

ification is applied to the GR(1) synthesis algorithm that

forces the environment to cooperate with the actions of the

robot [8]. An additional modification is applied to the syn-

thesis algorithm which ensures that the robot behavior, as

determined by the controller, is guaranteed no matter the

initial conditions of the specification [13].

3.3 SystemArchitecture

Referring to the system architecture diagram in Fig. 2,

we start in the box labelled NL Utterance where an utter-

ance is entered in natural language to the robot through a

chat message interface in the Chat Interface node. The ut-

terance is passed to the Natural Language Understanding

node where it is matched with a symbol that grounds to

that phrase from the DCG. From there the grounded sym-

bol makes its way to the State Controller Node of which

the subprocesses are enclosed by the dashed rectangle.

When the grounded symbol is received by the State

Controller Node, a decision loop identifies if the symbol is

either of type declarative knowledge or action. If the sym-

bol is of type declarative knowledge, the symbol is used

to update the world model with the new information (i.e.

the existence of a new capsule), synthesis is not executed,

and the user is notified of the declarative knowledge via

the chat interface. Instead, if the symbol is of type action,

the symbol is used to generate the formula ϕs
l for the robot

liveness condition in the specification. After the arrival of

the action symbol, the slugs specification is generated

before synthesis of the controller is attempted.

When writing the slugs specification, the transition

formulae ϕe
t and ϕs

t are generated by translating the in-

formation stored in a Kripke Structure K which is popu-

lated from the world model. The Kripke Structure is of

the form K = {S, I,R, L}, where S is the set of states s
consisting of the combination of input and output proposi-

tions under AP which are uniquely True, and the rest are

False. The initial states I are any combination of proposi-

tions that the robot and environment can be in at the start

of the controller. The transitions (s, s′) ∈ R are defined

as the set of transitions possible from one state to another.

The label L is just the unique combination of True propo-

sitions per a state. For our set of demonstrations the set of

sensors, as dictated by the world model, and correspond-

ing robot actions are used to construct the LTL formula

for the environment liveness condition. The initial values

of the sensor propositions, and as an extension the action

propositions, are set from the world model at the time right

before synthesis. For example, if theAstrobee starts off in

the JEM capsule, the corresponding sensor that indicates

if theAstrobee is in the JEM, and the action to move to the

JEM will be True, while all other sensors and actions are

False.

After the slugs specification is constructed, synthesis

of the verifiable reactive controller is attempted. If the

specification is unrealizable the user is notified via the chat

interface from earlier, contrarily if synthesis succeeds and

the specification is realizable, the reactive controller is in-

terfaced with in the State Machine Controller Executive.

The first action as dictated by the controller is passed to the

simulated Astrobee which carries on completing the ac-

tion, updating its state to the controller, and receiving the

next state until reaching the terminal state, thereby satisfy-

ing the robot liveness guarantee and completing the task.

4 EXPERIMENTALDESIGN

The target platform for these experiments is the free-flying

robot Astrobee. The Astrobee system is an experimental

robotics platform onboard the ISS which includes 3 cube-

shaped robots each equipped with cameras and a small

manipulator in addition to microphones and speakers for

human-robot interaction [30]. For the demonstrations we

use the simulation toolkit included in the Astrobee Flight

Software on https://github.com/nasa/astrobee. Our en-

vironment consists of the ISS capsules JEM, Harmony,

and Columbus of which all are connected in that order.

Each experiment starts with a single Astrobee unit being

spawned into the JEM right near its dock and awaits a

command. In the experiments, the planner, executor, and
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navigator are all controlled by the Astrobee unit. All ex-

periments are ran single threaded on a workstation which

has an Intel Xeon E5-2620 v3 2.40GHz 12 core CPU.

The language understanding model is trained on a pre-

liminary corpus of 14 annotated examples containing

commands such as “go to the harmony capsule”, “get the

laptop”; sentences such as “the drill to the left of the lap-

top”, “the camera to the right of the laptop”; and declara-

tive statements providing knowledge about the world such

as “the harmony capsule is connected to the columbus cap-

sule”. The training corpus contained a total of 69 phrases

constructed with 16 unique words. The size of the world

model (number of objects in the world) corresponding to

these examples varied between 4 to 7. The symbolic space

of meanings as described in Equation 8 contained an aver-

age of 77 symbols per example. While simple for prelimi-

nary demonstration, the underlying language model func-

tions well with much larger andmore diverse corpora [23].

We demonstrate three different scenarios varying the

initial knowledge base of the world model in which the

Astrobee robot is given a natural language command to

navigate from the JEM to the Columbus capsule.

1. Full Knowledge: To arrive in the Columbus capsule

from the JEM, the Astrobee must travel through the

Harmony capsule. For this experiment, we demon-

strate the capabilities of the verifiable reactive con-

troller, synthesis from complete knowledge of the

connectivity and existence of the three capsules.

2. Partial Knowledge: In this run of the experiment,

the Astrobee is aware of the existence of all three

capsules, but unaware that the Harmony capsule is

connected to the Columbus capsule.

3. Partial Knowledge + Declarative Knowledge The

knowledge base available to the Astrobee in this run

is the same as the previous run, except this time

we demonstrate that when given the command, “the

Columbus capsule is connected to the Harmony cap-

sule” and “go to the Columbus capsule”, the extra

piece of declarative knowledge enables the specifi-

cation to be realizable.

5 RESULTS

In the first demonstration, thus the specification is realiz-

able, and theAstrobee can complete the task of navigating

from the JEM to the Columbus capsule. The grounding of

the action symbol took 454 ms, the time to write the spec-

ification from parsing K, and analyzing the initial condi-

tions and action symbol was 2.002 s, and the duration to

check the realizability of the specification was 2.121 ms

and to export the strategy was 2.007ms. The runtime from

just after the completion of reactive controller synthesis to

the Astrobee reaching its terminal state took 204.088 s.

In the second trial, synthesis correctly fails because

the Astrobee lacks knowledge of the permissible transi-

tions from the Harmony capsule to the Columbus capsule.

The robot reports this outcome to the human, displayed

through the chat message interface.

(a) (b) (c)

(d) (e) (f)

Figure 3: (a) The Astrobee is in front of its dock and receives a declarative knowledge symbol grounded to “the

columbus capsule is connected to the harmony capsule”. (b) An action symbol grounded to “go to the columbus

capsule” is received, and begins to move to the centroid of the JEM (Kibo) capsule. (c) The Astrobee arrives at JEM.

(d) The Astrobee continues on to the Harmony capsule. (e) The Astrobee arrives at Harmony and then continues on to

Columbus. (f) The final destination is reached by the Astrobee, thereby completing the command.
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In the final demonstration, shown in Fig. 3, synthesis of

the reactive controller succeeds by first providing the rele-

vant declarative knowledge, prior to issuing the command.

The specification is modified with the additional knowl-

edge that Harmony and Columbus are connected, thereby

allowing the Astrobee to go on to complete the task. The

DCG takes 444 ms to ground the action symbol, and 634

ms to ground the declarative knowledge symbol. This out-

come makes sense, because the declarative knowledge ut-

terance has more phrases to analyze, thus taking longer

to ground. The remaining runtimes for the identical cate-

gories listed in the first demonstration are 2.001 s, 2.441

ms, 2.168 ms, and 204.312 s, respectively. The Astrobee

successfully travels from the JEM, through the Harmony

capsule, and arriving in the Columbus capsule.

6 CONCLUSIONS

In this paper we demonstrate how in a human-robot team,

grounded language can be used to generate verifiably cor-

rect reactive controllers for free-flying robots. Using a

simulated Astrobee, we demonstrated how our system en-

ables a robot to modify its knowledge base by incorporat-

ing declarative knowledge acquired from utterances pro-

vided by an operator. Furthermore, this enables the robot

to complete tasks it would otherwise label as impossible.

Ongoing and future work will explore the role of dia-

logue to resolve gaps or discrepancies in the shared mental

model across the human-robot team that prevent the syn-

thesis of verifiable controllers from language instructions.

Upon failure to synthesize, the robot can reason over its

understanding of its world model, to attempt repair of the

specification. If an addition makes the specification real-

izable, the robot can ask a targeted question to inquire if

the additional information is indeed true. If after exhaust-

ing these options, the robot can ask an open ended question

in an attempt to repair the specification.
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