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Introduction:  The Mini-RF instrument aboard 

NASA’s Lunar Reconnaissance Orbiter (LRO) is a hy-
brid dual-polarized synthetic aperture radar (SAR) [1,2] 
that operates in cooperation with the DSS-13 Goldstone 
deep space communications complex and the Arecibo 
Observatory (AO) [3,4] to collect X- and S-band bistatic 
radar measurements of the lunar nearside. The ground 
station transmits a chirped pulse at specific intervals de-
termined in the planning process, while the instrument 
operates in a continuous receive-only mode. The pulses 
are generated asynchronously on the ground from the 
sampling performed by the Mini-RF receiver. The col-
lected data are then downlinked, the phase history of the 
transmitted signal at the spacecraft is reconstructed, and 
a time-domain back-projection algorithm is then uti-
lized to coherently integrate the signal into complex val-
ued images for each of the receiver’s channels [5]. 

While far less efficient than typical SAR processing 
algorithms, time-domain back-projection offers several 
distinct advantages in the Mini-RF bistatic case. It is ca-
pable of gracefully handling the unusual, non-side look-
ing orientations the receiver is placed into for many of 
the low phase-angle measurements. Further, the grid 
onto which the data are coherently averaged may be se-
lected independently of the SAR geometry, enabling the 
data to be accumulated directly on a map projected grid 
at a specified resolution.  The actual resolution of the 
Mini-RF data varies slightly from collect to collect due 
to differing geometry, but the range resolution is around 
80-120 meters and the azimuth resolution is about 0.5 
meters. 

The Mini-RF bistatic processing software performs 
back-projection on a 24-CPU system using OpenMP. 
The data are accumulated onto an oblique cylindrical 
grid centered on the antenna boresight intercept’s path 
on the lunar surface at 20 meter resolution. These data 
are then incoherently averaged down onto a 100 meter 
grid in the same projection for analysis. These grid pa-
rameters were chosen to strike a balance between pro-
cessing time and data quality. On the 20 meter grid, the 
data can take as long as several hours to over a day to 
process a single collect. It is then of interest to pursue 
possible performance gains offered by GPU program-
ming to reduce processing times and enable processing 
onto even higher resolution grids. 

Algorithm:  Time-domain back-projection is 
soundly in the class of embarrassingly parallel problems 
well-suited to migration to a GPU computing 

architecture. For each location or pixel, (i,j), on the out-
put grid, the contribution from each transmitted pulse, 
p, is accumulated coherently (Fig. 1(a)): 
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where Gi,j is the gain normalization, Ap the antenna pat-
tern weight, gp the range compressed sample, and qp the 
expected phase. 
 

 
 
Fig 1. Organization of processing grid – (a) SAR pulses 
accumulation (b) Distribution of problem over CPU, 
each colored cell is handled by a different processor (c) 
Distribution of problem over GPU, the pixels in each 
diagonal slice are processed together over at once   
   

OpenMP/CPU Implementation:  The original CPU 
version of the processor is implemented in C using 
OpenMP.  The main back-projection loop divides the 
grid up into a number of chunks equal to the number of 
processors, NCPU, available in the system.  Then each 
CPU integrates the entire collection of received, range 
compressed pulses over its corresponding portion of the 
grid as illustrated in Fig 1(b). As each pulse is to be ac-
cumulated onto the grid, the software determines 
whether or not the antenna pattern intersects the portion 
of the grid.  If it does, the accumulation proceeds, oth-
erwise it skips to the next pulse.  This reduces 
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computational overhead, as only O(NPULSES/NCPU) inter-
sect a given portion of the grid. 

Challenges Migrating to the GPU: The CPU algo-
rithm executes on a system with 256GB of RAM, so the 
processor is able to load the entire grid and output data 
structures into memory at once.  The NVIDIA Titan Xp 
GPU on which the new code runs only has 12GB of 
global memory. For nearly all collects, this is insuffi-
cient to retain all the necessary structures to execute 
over the entire grid. 

Another challenge to overcome is the fact that the 
GPU cores execute code in warps of 32 processors, i.e. 
they execute the same set of instructions over different 
data in units of warps. A direct consequence of this is 
that logical branching can potentially lead to serial exe-
cution of code that would otherwise execute in parallel 
in a CPU based environment. 

One final significant difference to overcome is that 
transfers between the host (CPU) memory and the GPU 
memory are comparatively expensive. So the algorithm 
needs to be tuned to minimize these transfers relative to 
the requested number of computations. 

CUDA/GPU Implementation: The GPU version of 
the software is implemented using NVIDIA’s CUDA 
API with a mix of C and C++. It loads initial portions of 
the SAR data and the processing grid onto the GPU’s 
global memory.  Each GPU core is assigned an individ-
ual pixel within a cross track slice oriented diagonally 
along the cross track axis of the antenna pattern, Fig 
1(c). The code tracks the indices of pulses accumulated 
in each pixel. When all pixels in a slice have attempted 
to process a specified number of pulses without the ac-
cumulation of any results, it assumes that this slice is 
complete and moves to the next slice.  Once all slices 
within the current portion loaded into global memory 
have completed, it transfers the output structures back 
out to host memory and writes them to disk.  A new por-
tion of the grid is loaded onto the GPU and the process 
begins again until the final slice of the final portion of 
the grid has been accumulated. 

This slice based approach addresses the memory 
management problem, as well as the 32 processors/warp 
problem.  Blocks of pixels on the grid within a warp are 
all adjacent to one another, so they will likely proceed 
through any logical branching based on geometry to-
gether.  Transfers back and forth between the host and 
GPU are inevitable, but significant computation can be 
done between each transfer cycle with this approach. 

Results: While a direct comparison of the perfor-
mance of the CPU and GPU implementations is difficult 
given their radically different approaches to execution 
of the time-domain back-projection algorithm, initial 
experiments have found that the GPU software is about 
15-25 times faster than the CPU software. 

The increased processing speed and improved 
memory efficiency of the GPU code has enabled the 
Mini-RF team to move from processing on 20x20 meter 
resolution grids, to a 4x20 meter grid (Fig 2).  This im-
proves the output data quality as five times as many 
measurements are included in the incoherent average 
down to 100 meter resolution products. 

 

 
Fig. 2. Alternative processings of the 2012-304 bistatic 
collect of Aristarchus. (a) Original CPU processing (b) 
New GPU processing 
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